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Abstract

Probabilistic load forecasting is becoming crucial in today’s power systems planning and oper-
ations. We propose a novel methodology to compute interval forecasts of electricity demand,
which applies a Quantile Regression Averaging (QRA) technique to a set of independent expert
point forecasts. We demonstrate the effectiveness of the proposed methodology using data from
the hierarchical load forecasting track of the Global Energy Forecasting Competition 2012. The
results show that the new method is able to provide better prediction intervals than four benchmark
models for the majority of the load zones and the aggregated level.

Keywords: Electric load, Probabilistic forecasting, Prediction interval, Quantile regression,
Forecasts combination, Expert forecast

1. Introduction

Probabilistic load forecasting refers to providing electric load forecasting output in the form of
intervals, scenarios, density functions or probabilities (Hong, 2014). Grid modernization has made
the electricity demand more active and less predictable than ever before. In addition, the compet-
itive and dynamic environment requires effective operations and planning of the power systems.
As a result, more and more decision making processes in the utility industry rely on probabilis-
tic load forecasts. Typical applications of probabilistic load forecasting include stochastic unit
commitment, probabilistic price forecasting, probabilistic transmission planning and so forth.

The load forecasting literature is focused on point forecasting, with researchers trying to fore-
cast the expected value of future load using various techniques, primarily regression/time se-
ries models or artificial neural networks (for reviews see e.g. Hippert et al., 2001; Hong, 2010;
Weron, 2006). Recent development on point load forecasting includes hierarchical load forecast-
ing, household level load forecasting, and long-range load forecasting under an aggressive energy
efficiency scenario (Hong et al., 2014a; Sandels et al., 2014; Sanstad et al., 2014).

The probabilistic load forecasting literature is quite limited. On short term probabilistic load
forecasting, Ranaweera et al. (1996) proposed a two-stage neural network based method to cal-
culate the mean value and confidence intervals of daily peak load forecasts. Taylor and Buizza
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(2002) estimated the variance of forecasting errors and prediction intervals using load forecasts
based on weather ensembles. Kou and Gao (2014) proposed a sparse heteroskedastic model for
forecasting the load of energy intensive enterprises. Hong and Wang (2014) applied fuzzy in-
teraction regression to generate short term load forecasts with possibilistic (fuzzy) intervals. On
long term probabilistic load forecasting, McSharry et al. (2005) proposed an approach to one-year
ahead annual peak demand forecasting using daily peak demand and daily weather data from the
Netherlands. Hyndman and Fan (2010) developed density peak load forecasts for the Australian
Energy Market Operator. Hong et al. (2014b) presented a methodology used for a large Generation
and Transmission cooperative in the US.

This paper adds a new methodology to the probabilistic load forecasting literature. We apply
a novel Quantile Regression Averaging technique (QRA; see Nowotarski and Weron, 2014) to a
set of independent expert point forecasts and generate prediction intervals of future electric loads.
There are several features of this study worth emphasizing:

e The core technique — QRA — is new to the load forecasting literature. It has been applied
to electricity price forecasting (for a recent review see Weron, 2014), but not yet to electric
load forecasting.

e The direct input to QRA can be generated based on point forecasts, including expert fore-
casts. This adds significant practical value, because most of the load forecasting literature
is on point forecasting. Our proposed methodology is able to leverage existing development
in this research area.

e The load forecasts we are combining are from independent experts. Although forecast com-
bination is not new to the load forecasting community, traditional practice is to combine
forecasts made by the authors themselves. This is the first time in the load forecasting liter-
ature that the forecasts from independent experts are being combined.

e The data is publicly available. Most load forecasting papers are using proprietary data,
which makes it impossible for others to reproduce the work. In this paper, we use public data
from the Global Energy Forecasting Competition (GEFCom2012), so that future researchers
can reproduce our work and easily compare their results with ours.

The remainder of the paper is organized as follows. In Section 2, we briefly discuss the dataset,
the hierarchical load forecasting problem, and nine selected entries from GEFCom2012. In Section
3 we establish the four benchmarks for interval forecasts. In Section 4 we review the Quantile
Regression Averaging (QRA) technique proposed by Nowotarski and Weron (2014). In Section 5,
we evaluate the forecasting performance of the new approach and the four benchmarks in terms of
unconditional coverage. Finally, in Section 6, we wrap up the results and conclude this paper.

2. Hierarchical load forecasting track of GEFCom2012

The Global Energy Forecasting Competition (GEFCom2012) was organized by the IEEE
Working Group on Energy forecasting in 2012. One of the objectives of the competition was
to start establishing a benchmarking data pool for the energy forecasting community. There were
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two tracks in GEFCom2012 — hierarchical load forecasting and wind power forecasting. In this
paper, we use the hierarchical load forecasting dataset.

The dataset includes hourly readings from 21 zones, of which the 21st zone is the aggregated
load from the first 20 zones. The data ranges from January 1st, 2004, to July 7th, 2008. In the
competition, eight nonconsecutive weeks of load data in the first 4.5 years and the last week of load
and temperature data were not provided. The contestants were required to provide point estimates
for these nine weeks. Actual temperatures were provided for the first eight weeks for backcasting,
but not for the last week for forecasting.

Figure 1 shows the line plots of the 21 zones for all nine weeks. While the load profiles of most
zones are more or less similar, there are two zones with abnormal patterns. Zone 9 did not show
the same seasonal pattern as others, because it is an industry load zone. On the other hand, the
last week of zone 10 is at a different level than the eight backcasted weeks in the history, because
there was a significant amount of load coming into the territory at the end of the historical period.
Since the load lift greatly affects the error statistics, we will exclude zone 10 as a standalone test
set from our case study. However, it will be implicitly considered within the aggregate sample, i.e.
‘zone 21°, which includes all 20 zones.

More than 100 teams participated in the hierarchical load forecasting track, out of which 25
teams obtained better scores than the benchmark model — Tao’s Vanilla Benchmark — as discussed
in Hong et al. (2011). Nine of them were validated by the competition organizers and discussed
in Hong et al. (2014a). These nine validated entries plus Tao’s Vanilla Benchmark will be used
in this paper. The methods used by these entries and their Weighted Root Mean Square Errors
(WRMSE) are summarized in Tables 2 and 3 of Hong et al. (2014a). Since WRMSE is not a
scale-free measure, in Table 1 we list the Mean Absolute Percentage Errors (MAPE) to offer the
readers some sense about the accuracy of the 10 entries considered in the case study.

3. Four benchmarks

Before discussing the details of our proposed method, we establish four benchmarks. The
first three benchmarks are based on three expert point forecasts: Tao’s Vanilla entry (used as the
benchmark in GEFCom?2012), the CountinglLab entry (the first place in the competition; ranked
first with respect to the performance in the eight backcasted weeks and week 9), and the Tololo
entry (the best in terms of WRMSE and MAPE for the eight backcasted weeks; a choice we would
be likely to make in an ex ante setup when forecasting loads for week 9). Figure 2 shows these
three entries together with the actual load for all nine weeks.

To obtain a desired prediction interval (PI) for each entry, we first extract the residuals in the
eight backcasted weeks (8 X 168 = 1344 hourly residuals) and take two appropriate quantiles —
25th and 75th for the 50% PI and 5th and 95th for the 90% PI. We then add this PI to the point
forecast in the 9th week to construct the interval forecast for the 9th week. Note that this empirical
approach resembles estimating Value-at-Risk via historical simulation, a popular benchmarking
technique in the risk management literature (Weron and Misiorek, 2008). Note also that the width
of the PI constructed in this way is constant throughout the 9th week. We have also tried computing
PI independently for each hour of the day, but the differences in the unconditional coverage (see
Section 5) were negligible between the two approaches.
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Figure 1: Loads (in kWh) for the eight one-week long backcasting periods (separated in the plots by vertical dashed
lines) and one one-week long forecasting period (separated from the backcasting periods by vertical solid lines), i.e.
(8 + 1) x 168 = 1512 hours. As in Hong et al. (2014a), 20 zones are considered, the 21st ‘zone’ is a sum of the 20

zones.
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Figure 2: Point estimates of the three selected expert entries versus the actual loads for the eight backcasted weeks
and one forecasted week (week 9).
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Finally, the fourth, naive benchmark is constructed by simply averaging the interval forecasts
of nine entries (all entries in Table 1 except Tao’s Vanilla Benchmark), obtained using the above
empirical approach and for each desired quantile. For instance, the 75th quantile (i.e. the upper
bound of the 50% PI) is simply the arithmetic average of the nine 75th quantiles of the nine expert
forecasts. Naturally, the width of the PI constructed in this way is also constant throughout the 9th
week. It should be noted here that a simple average generally yields satisfactory results if point
forecasts are concerned (Genre et al., 2013). However, applying equal weights to interval forecasts
will not ensure the nominal coverage rate, because mixing of distributions is governed by different
rules (Wallis, 2005; Weron, 2014). In particular, the weights have to change with the quantile and
their estimation process is much more complex. A plausible solution to this problem is discussed
in the following Section.

4. Quantile Regression Averaging

Nowotarski and Weron (2014) have recently introduced a new approach to computing predic-
tion intervals, which involves applying quantile regression to point forecasts of a small number of
individual forecasting models. More precisely, they use the individual point forecasts as indepen-
dent variables and the corresponding observed process value (here: electric load) as the dependent
variable in a standard quantile regression setting (Koenker, 2005). Their Quantile Regression Av-
eraging (QRA) method yields an interval forecast of the predicted process, but does not use the PI
of the individual methods. More precisely, the linear regression problem can be written as follows:

Qp(glX)) = XiBq. )

where Q,(gl-) is the conditional g-th quantile of the process distribution, X, are the regressors (ex-
planatory variables) and f3, is a vector of parameters. The parameters are estimated by minimizing
the loss function for a particular g-th quantile:

min Z qlp: — X Byl + Z (1 = @lp — XiB,|

 epezx, ) {t:pi<XiBy}

= HEH [Z(q =1y exp )P = XiBy|, (2)

where X; = [1, pi1, ..., Pm.] 1S a vector of point forecasts of m individual models (here: nine expert
forecasts, i.e. all entries in Table 1 except Tao’s Vanilla Benchmark). The choice of the number
individual models can be made arbitrarily (e.g. the best three models, all models, etc.) or on the
basis of the Akaike criterion:

AIC(j) = log(dj05) + pj, (3)

where

. 1Y
Gj05 =~ D (05 = Lpexs )P = XiBos).
t=1

n is the sample length and p; denotes the dimension of the jth model. With positive probability,
selection based on minimizing AIC(j) overestimates the model dimension but may have superior
performance for prediction (Koenker, 2005).
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Note that the QRA-implied prediction intervals are constructed jointly for all hours of the test
period (here: week 9). However, unlike the empirical PI of the expert methods (see Section 3), the
interval widths need not — and generally are not — constant over time. This is due to the fact that
the regression can yield different PI widths for low and high levels of load.

One of the reasons for using point forecasts in the above approach (and not interval forecasts)
is their availability. For years forecasters have focused on obtaining accurate point predictions.
Computing probabilistic forecasts, on the other hand, is generally a much more complex task and
has not been discussed in the literature nor developed by practitioners so extensively. Therefore
we find QRA particularly attractive from a practical point of view and expect its widespread use in
probabilistic forecasting. As Nowotarski and Weron (2014) observe, QRA may be also viewed as
an extension of combining point forecasts. QRA assigns weights to individual forecasting methods
and combines them to yield forecasts of chosen quantiles, not of the mean as in point forecasting.

5. Results

Following Baillie and Bollerslev (1992) and Misiorek et al. (2006), we evaluate the quality
of the obtained interval forecasts by comparing their nominal coverage to the empirical coverage
in the one-week long test period (week 9; see Figure 1). In other words, for each of the consid-
ered methods we calculate prediction intervals (PI) and determine the percentage of coverage of
the 50% and 90% two-sided PI by the actual load. For each model/method and each PI level,
168 hourly values in the test period are considered. Assuming that a model yields accurately
constructed PI, the percentage of coverage should match the nominal values (i.e. 50% and 90%,
respectively).

The unconditional coverage is summarized in Table 2. The eight variants of the QRA approach
differ in the choice of the number of individual models (i.e. expert forecasts) taken into account
in the quantile regression. Namely, QRA(n) denotes a method which uses point forecasts of the
top n individual models, ranked according to their performance in the calibration period (i.e. the
eight backcasted weeks). QRA(AIC) uses the Akaike criterion (3) to select the optimal number of
individual models, independently for each zone and each PI level (i.e. 50% and 90%). As can be
seen in Table 2, all QRA methods generally have coverage very close to nominal. On the other
hand, this is not true for all four benchmark methods, which generally have a too low coverage
(possibly due to a lower variability of the point forecasts in the calibration period compared to
the test period). There are a few exceptions, though. For instance, the PI Average benchmark is
relatively good in zones 1, 9, 11-14, 16 and 20 for 50% PI and in zones 5, 9, 15, 16, 18 and 20 for
90% PI. But it can be also very wrong as in zone 2 for 50% PI (only 19.0% coverage compared
to 42.9-50.0% coverage for the QRA methods) or in zone 7 for 90% PI (only 67.9% coverage
compared to 89.3-92.3% coverage for the QRA methods).

We now apply the approach proposed by Kupiec (1995) and Christoffersen (1998) to test the
unconditional coverage (UC) of the constructed PI. The idea behind the test — which has become
a standard in the econometrics and the risk management literature — is to operate on variables
indicating whether the actual price lies in the pre-constructed prediction intervals. In other words,
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Figure 3: The unconditional coverage LR statistics for the PI obtained from two benchmark models and two QRA
methods for each of the 20 zones and the aggregate ‘zone 21°. The solid (dashed) horizontal lines represent the 5%
(1%) significance level of the y?(1) distribution; a method passes the unconditional coverage test if the LR statistics
does not exceed the critical level. All test values exceeding 20 are set to 20. QRA(best) is the best performing QRA(n)
method, selected independently for each zone and each PI level, see Table 2.

we analyze the sequence:
I pi € [Ly—1, Ugal,
0 pié¢[Ly-1,Uparl

The test is carried out in the likelihood ratio (LR) framework; the LR statistics is asymptotically
distributed as y*(1). The values of the unconditional coverage LR statistics are plotted in Figure
3 for two benchmark models and two QRA methods. Note, that we do not conduct the indepen-
dence test of Christoffersen (1998) — and consequently the conditional coverage test — since the
PI for consecutive hours in the test week are computed at the same time, using the same available
information. As such they are correlated by definition.

As can be seen in Figure 3, both QRA methods significantly outperform all four benchmark
models, practically for all zones and for both levels (50% and 90%). QRA(best) is the best per-
forming QRA(n) method, selected independently for each zone and each PI level, see Table 2. In
particular, for the 50% intervals at 5% (1%) significance level, QRA(AIC) and QRA(best) pass
the unconditional coverage test 17 (19) times, while CountinglLab benchmark only 2 (9) and Tao’s

I, = “4)
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Vanilla benchmark only 3 (3) times. The results for the 90% intervals very similar, even slightly
more in favor of the QRA methods. Note that all methods fail to provide accurate PI for zone
10 due to a significantly different behavior of load in the test period compared to the calibration
period (weeks 1-8; see Figure 1).

6. Conclusions

Among the limited literature on probabilistic load forecasting, to our best knowledge, there is
no formal study on the forecast combination based approach to generating prediction intervals. In
this paper, we propose a novel methodology that applies Quantile Regression Averaging (QRA) to
a set of point forecasts from independent experts. This technique allows us to use the individual
point forecasts as independent variables and the corresponding observed load as the dependent
variable in a standard quantile regression setting. The practical value of the proposed method-
ology is significant in the sense that it can leverage existing development of point forecasting of
electric loads. In the case study, using the data from the GEFCom2012 hierarchical load forecast-
ing track, we show that the proposed methodology can generate better prediction intervals than
four benchmarks, three from individual expert forecasts and one from a simple average of expert
forecasts.
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